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Abstract Actual software in use today is not known to follow any uni-
form normal distribution, whether syntactically—in the language of all
programs described by the grammar of a given programming language,
or semantically—for example, in the set of reachable states. Hence claims
deduced from any given set of benchmarks need not extend to real-world
software systems.
When building software analysis tools, this affects all aspects of tool
construction: starting from language front ends not being able to parse
and process real-world programs, over inappropriate assumptions about
(non-)scalability, to failing to meet actual needs of software developers.
To narrow the gap between real-world software demands and software
analysis tool construction, an experiment using the Debian Linux distri-
bution has been set up. The Debian distribution presently comprises of
more than 22000 source software packages. Focussing on C source code,
more than 400 million lines of code are automatically analysed in this
experiment, resulting in a number of improvements in analysis tools on
the one hand, but also more than 700 public bug reports to date.

1 Introduction

Drawing statistically valid conclusions about software analysis tools from any
given set of benchmarks is dubious at best: software systems in use today are
not known to follow any uniform normal distribution, whether syntactically—in
the language of all programs described by the grammar of a given program-
ming language, or semantically—for example, in the set of reachable states.
Consequently any claims made need not extend to real-world software systems,
unless such software is actually studied. This applies to both positive as well
as negative claims, as the practical viability of loop termination analysis [10]
showed.

As such, efforts such as the Software Verification Competition [6] provide
useful data for comparing the effectiveness and efficiency of tools in a well-
defined environment. Yet no guarantee as to whether these results extend to
real-world software systems can be provided. Consequently taking such tools to
industrial applications may result in a number of problems – not necessarily for
reasons inherent in the technique, such as limited scalability in model checking
or false alarms in abstract interpretation, but simply because the source code
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cannot be parsed successfully or subsequent steps in the language front end like
type checking and linking fail.

Preparing benchmarks based on real-world software, however, requires non-
negligible effort—starting from other software packages depended on over un-
derstanding the build system to actually extracting and isolating parts deemed
relevant. Even when this is done, traceability to the original source is often
lost and again conclusions drawn from such experiments may not be accepted
by the original developer (as an example consider the comments received from
PostgreSQL developers3 in response to our published results [3]).

The potential of working at large scale. In earlier work [1] we already proposed
minimal requirements to make software verification tools practically useful. This
included handling code that is not standards compliant; as such, first the lan-
guage front end of an analysis tool should be properly exercised. Consequently
any work on industrial applications would be with the confidence that the soft-
ware analysis tool will be able to parse any of the code to be scrutinised. Second,
as software does not follow a uniform normal distribution, quantitative claims
about, e.g., common code patterns need to be substantiated. Looking at software
at a larger scale should permit to either reject such claims or confirm it for a
considerably larger corpus of programs. Third, benchmarks will remain neces-
sary (and such benchmarks may be different from actual application software)
in order to study, e.g., particularly difficult problems. Yet benchmarks should
not be built by tweaking real-world programs until it can be parsed by the tool,
but rather tools should be ready to cope with real-world code from the beginning
so that the focus can be shifted to improving novel analyses. Finally, the results
should be of relevance to practitioners.

2 Building on a Linux Distribution

Software archives such as SourceForge4, github5, or CodePlex6, as well as sev-
eral others, provide ample open-source software to study for the benefits named
above. The problem, however, is automation. Downloading a single chosen piece
of software from, e.g., SourceForge is trivial, but compilation will require looking
at the build documentation, downloading and installing dependencies, and even-
tually only proceeding with compilation. This will easily take several minutes or
even hours, varying from software package to software package. Working out the
total cost of performing this for a large number of software projects immediately
shows that this approach does not scale.

3 http://www.postgresql.org/message-id/CA+TgmobGdJ 2hC5rQ06MVH7ZtTrp-QEFBt4a+
3BEaDKa4+6XbQ@mail.gmail.com

4 http://sourceforge.net
5 http://github.com
6 http://codeplex.com
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Such work, however, has already been completed before: Linux distributions,
such as Debian7, RedHat8, SuSE9, etc. are software ecosystems built from soft-
ware projects otherwise mostly available from sites such as SourceForge. In such
a distribution, software is organized in packages. First, source code is gathered in
source packages, and these in turn can be used to build binary packages. Among
the effort spent by providers of Linux distributions is working out how to build
a particular software project, and then provide a uniform build interface as part
of the resulting source package, irrespective of the underlying build system. Fur-
thermore infrastructure is provided that enables automated access to the various
source packages, rather than, e.g., having to build a crawler that downloads all
software from SourceForge.

For the experimental set up described in this paper, Debian was chosen; by
adapting the infrastructure accordingly, most likely any other Linux distribu-
tion could be used as well. The Debian Linux distribution is maintained by a
community rather than being backed by a (single) company, and forms the basis
of several other distributions, such as Ubuntu10 or Linux/MINT11. At present,
Debian ships 22290 source packages12, including the Linux kernel of course,
but also web servers, editors, office applications, video games, etc. These source
packages contain more than one billion lines of source code in a variety of pro-
gramming languages. Among these are 48.6% of C code (more than 450 million
lines), 20.6% of C++ code, 6.2% of Unix shell, 4.2% of Java, just to name the
top four. As exercising the C language front end is among the first goals, this
composition appears beneficial.

Hypothesis. The hypothesis of this work is that using a Linux distribution as the
basis for experimentation allows to work at large scale, enabling the key steps
noted above: 1) Exercise language front ends; 2) Support or reject claims made
about “software in general” with further data points; 3) Focus on improving or
newly developing methods rather than spending time massaging benchmarks; 4)
Provide results of relevance to practitioners.

In the following, the steps required to integrate software analysis with the
Debian distribution will be described. The analysis tool chain is the CProver
suite13, best known for CBMC [9,8,13].

2.1 Building a Single Source Package

The first problem to be solved is building a single source package using our
language front end. The focus is currently exclusively on C code; others may

7 http://debian.org
8 http://redhat.com
9 http://suse.com

10 http://ubuntu.com
11 http://linuxmint.com
12 All data taken from and available at http://sources.debian.net/stats/
13 http://cprover.org
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be added at a later stage. The tool goto-cc, which is part of the CBMC dis-
tribution available as source code or binary for popular platforms14, performs
the following steps: first, it uses the compiler’s preprocessor to turn text into
actual C code; as this is a Linux distribution, the default compiler is GCC, and
hence we use GCC’s preprocessor. The result of preprocessing is passed on to
the internal C parser (built and evolved as part of the CBMC tools for more
than ten years). This parser supports several C dialects, including GCC’s ex-
tensions, Visual Studio, CodeWarrior, and ARM-CC. Alongside the C dialect
goto-cc also has to (and does) interpret any relevant command line options of
all these tools as they may affect the semantics of the program. goto-cc builds
an intermediate representation, called “goto programs” – a control-flow graph
like representation – rather than executable binaries. Compilation, however, is
only one part of the job – the second essential aspect is linking the results of
processing several compilation units; goto-cc also handles this.

Consequently, goto-cc can be used as-is to build compile a collection of
source files. When moving to arbitrary software projects as included in a Linux
distribution, however, one has no control over how software packages are built.
Apart from compilation and linking, extra steps such as moving or archiving
object files are commonplace, and often executables are to be built first in order
to run these to build other parts of a given software project. We perform the
build inside a chroot environment (i.e., using the kernel of the running system,
but otherwise operating within a private file system such that changes to files,
installing dependencies, etc. does not affect the host system). Within the chroot
the files pointed to by /usr/bin/gcc (compiler) and /usr/bin/ld (linker) are
replaced by custom scripts to invoke goto-cc plus perform extra work. In those
scripts, first command line parameters are checked to see whether stub files need
to be generated for those cases where some other source language may have been
compiled to an object file. Then the original compiler or linker is invoked. This
produces an object file or executable, in ELF format (in our case containing
x86/64 bit instructions). Care must be taken to put in place appropriate file-
system level locking such that parallel build systems do not make premature use
of the file produced before goto-cc has contributed. Next, goto-cc is invoked
as either compiler or linker, using the same command line options as those that
were passed to the original compiler or linker. When compiling, this step, as
noted above, produces an intermediate representation of the compilation unit.
To cope with arbitrary build systems, the resulting intermediate representation
is added as new section to the ELF object file or executable. When using goto-cc

for linking it thus reads the extra section from the various input files, performs
linking, and then adds the result of linking onto the output file produced by
the original linker. goto-cc also supports an equivalent approach for OS X,
which uses a different object-file format. There, so-called fat binaries are built
to simulate the described behaviour. Finally the file built by goto-cc is copied
to a backup directory to retain all object files and executables produced as part
of the build process for use by any subsequent analysis.

14 http://www.cprover.org/cbmc/
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Note that adding the intermediate representation onto the original object file
is a key step. The result guarantees that the file remains executable or usable by
the original linker; operations such as renaming or building archives will always
be applied to both the result of unmodified compilation as well as the interme-
diate representation, without any extra work being required. Alternatively, all
such steps would need to be traced, e.g., by replacing system libraries, as is done
in ECLAIR15.

2.2 Scaling to the Full Linux Distribution

The process described above solves the build problem for any single package;
in Debian, however, there are more than 22000 packages to be dealt with. We
scale and manage the full archive build and analysis process re-purposing the
continuous integration system Jenkins16. The infrastructure is deployed in a
master/slave set up with a 4 core/64 GB machine hosting the Jenkins master
and web server and five slaves with 64 cores/256 GB each. All scripts as well
the complete configuration of the Jenkins instance are available from https://
github.com/tautschnig/cprover-debian.

In addition to these components hosted at Queen Mary University of Lon-
don, infrastructure that already is part of the Debian ecosystem is key to this
project: first, the archive mirrors supplying all source packages as well as any
build dependencies are necessarily used in each package build. Second, the Ulti-
mate Debian Database [15], implementing a relational database holding package
meta data and information about any bugs reported, is used for both populating
the list of packages to be built as well as disabling packages that have known
major bugs, and listing packages that need to be rebuilt as new versions become
available.

The choice of (ab-)using Jenkins as management interface for an experiment
of this kind does have advantages and disadvantages: among the positive aspects
are its maintenance and continuous improvement by independent teams, redu-
cing the local effort; a large number of plug ins delivering additional value are
available, and some of these are indeed essential in this project; the web interface
makes it easy to use without diving into an abundance of documentation first.
On the negative side, our set up with more than 40000 jobs (each source package
induces one build and one analysis job) may be one of the largest world-wide,
and hence Jenkins is not necessarily optimised or tested under such load. Con-
sequently it operates with a comparatively high memory foot print of around 17
GB, and accessing the web front end may put heavy strain on the browser and
client machine as the embedded JavaScript resulted in memory consumption of
around 4 GB by the browser being observed.

The jobs configured for each source package are automatically generated and
updated from template job descriptions. This enables maintainability as changes
are required in a single place only, propagating quickly to all package build and

15 http://bugseng.com/products/eclair/discover
16 http://jenkins-ci.org
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analysis jobs (propagation of updates takes approximately 2 minutes). The two
per-package jobs are first the build job, and second the software analysis job.
The internal work flow in these jobs is as follows:

1. Compile and link the source files using the set up around goto-cc as de-
scribed above.

2. Build a compressed archive of all object files and executables generated dur-
ing the build process. Building this archive and copying it back from the slave
node to the Jenkins master is the final step in the build job. The archive is
then entirely sufficient to perform any subsequent software analysis, and this
may as well be shared to be used in completely different and independent
software analysis projects. Indeed [2] is a prime example thereof. Obviously
this avoids having to re-build every time changes to the analysis jobs or tools
are made, unless such changes affect the intermediate representation in some
way.

3. The main software analysis step, starting with copying the compressed archive
to the slave performing the analysis, and then proceeding with the analyses
configured. The presently implemented analyses are described below, to-
gether with the results obtained thus far.

3 Analyses and Results

To test our hypothesis, the following sections provide outlines of the currently
employed analysis steps, and summaries of the results obtained in this process.

3.1 Exercising the Language Front End

This is primarily happening in the compile and link stage. In addition, the tool
goto-instrument (part of the CBMC distribution) supports dumping goto pro-
grams as human-readable C programs (e.g., loops or switch-case statements are
inferred from the control-flow graph), which is included in the analysis job as
follows: in a loop, each object file or executable is dumped as C code and then
recompiled. The result is expected to converge in the sense that the dumped
code should eventually be byte-wise equal to the source it was compiled from.
Failure to converge within a small number of steps (currently the bound is set
to seven) would highlight an error in the front end (or dumping code) – several
of which were found and fixed in this process. Furthermore, once convergence
has been tested, the dumped code is also recompiled using GCC to check that
our language front end is not overly permissive; this step does require further
work (i.e., errors are not considered fatal as, e.g., there are conflicts with GCC’s
built-ins) at present.

The results of this part of the set up were not only numerous bug fixes to
the tool chain, including the parser, type checker, conversion to the intermediate
representation, as well as re-engineering of the linker. More importantly, com-
piling the Debian archive with a new compiler also led to interesting insights as



discussed in Section 3.4 below. The described infrastructure permits building the
entire archive in approximately two days, giving rise to 250 GB of compressed
archives of object files and executables.

3.2 Acquiring Data to Support Informal Claims about Software

Reality-checking comments made by researchers we noticed, for example, that
until recently not a single package made use of the new C11 atomics, although
they are heavily scrutinised in recent research (cf. [7,5]). For an appropriate
in-depth study of various claims made, however, proper data analysis will be
required. While this has not been done yet, it is certainly enabled by the infra-
structure. In all such future studies, however, it must be noted that even studying
such a large corpus of software will not permit making statements about all soft-
ware – commercial products, embedded systems, etc. may be very different (e.g.,
they may already make use of C11 atomics).

3.3 Focus on Improving Methods

With all the software built to a format that is immediately processable by ana-
lysis tools, benchmarking and software analyses can fully focus on the method
being developed. As a recently prominent example consider the OpenSSL bug
named “Heartbleed”17 – caused by an out-of-bounds memory access, a prob-
lem that is well understood in the program analysis community. Yet none of
the available tools had reported this problem before, possibly because the code
had simply not been analysed. With the pre-built object files it is now trivial
to confirm the bug using CBMC, as well as showing the effect of the proposed
patch to OpenSSL. While CBMC, as a bounded model checker, cannot prove the
absence of an error with the patch in place, the pre-built object files (or their
equivalent dumped C representation) could immediately be used with any other
analysis tool for C programs as well, underlining the value beyond just this spe-
cific analysis tool chain. One such use case, using the dumped C representation,
is generating further benchmarks for SV-COMP – for instance, using generic
assertions on valid memory accesses. First publications that use files built using
our infrastructure are the automatic fence insertion of [2] and [4]. In [2] 350
executables were analysed – previous related work mostly wouldn’t even analyse
C programs. In [4], more than 1500 software packages were scanned for code
that may result in unintended behaviour when executed on weak memory mod-
els. The analysis as presented in [4] may flag a large number of false positives,
but it does present a first example of going all the way to presenting developer-
directed feedback by linking to highlighted source code lines using the existing
infrastructure at http://sources.debian.net.

17 http://heartbleed.com

http://sources.debian.net
http://heartbleed.com


3.4 Results for Practitioners

The relevance of the results towards practitioners is shown by public bug reports
filed against source packages: to date, more than 700 bugs have been reported18,
of which more than 250 have already been fixed by developers. Most of these bug
reports (and there are still further bug reports to be filed) are the result of type
checking at link time, which our front end necessarily performs. Examples of
such errors detected range from differences in signedness of a particular variable
or function parameter, over different representations of variables (as character
arrays or plain-old data types), to structure vs. pointer-to-structure, which will
necessarily result in invalid memory accesses that may even be exploitable.

3.5 Preliminary further Results

Finally, the infrastructure permits running a model checker on all generated ex-
ecutables (for other code sensible entry points would have to be determined).
A major problem, however, is the absence of specifications of desired (correct)
behaviour. Hence, as first step, generic assertions are inserted into the inter-
mediate representation. These check for, e.g., valid memory accesses, absence of
arithmetic overflow, or absence of not-a-number in floating point operations. The
resulting instrumented executable is passed to loop acceleration [12], and is then
passed to CBMC using a single fixed unwinding bound of one. Consequently
no claims towards completeness can be made, but any counterexamples hint at
problems. CBMC is run with either MiniSat [11] or Z3 [14] as back end, as loop
acceleration may introduce quantifiers.

The preliminary summary of the experiments is that at present approxim-
ately 5000 source packages fail to complete all steps successfully, in addition to
the more than 400 source packages awaiting a resolution to problems already re-
ported, yet these failures are for a range of reasons: for more than 1800 packages
counterexamples are being reported by CBMC, which are yet to be inspected;
approximately 200 fail with type inconsistencies at link time (these are yet to be
reported); the remaining 3000 require debugging of various analysis steps, i.e.,
they have been compiled successfully and thus passed the language front end.

4 Conclusions and Ongoing Work

The engineering effort of setting up the infrastructure now pays off in that more
than 22000 source package in the Debian Linux distribution can be built within
two days and analysed within one week. Among the results are more than 700
public bug reports, of which 250 have already been addressed.

At present, all available source packages are being built and, if that succeeds,
analysed further. The log files of these steps are retained, but no analysis is
performed on them other than identifying the cause of failure unless all steps
succeeded. It would, however, be important to perform much more log analysis to

18 https://bugs.debian.org/cgi-bin/pkgreport.cgi?users=mt@debian.org&tag=goto-cc
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collect detailed statistics in order to quantify claims made. Furthermore various
counterexamples generated by CBMC need to be inspected and, where these are
found to be genuine software errors, bug reports need to be filed.
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